Preface:

Specific speech processing software, called ‘noise-vocoder’ een
developed by Gaétan Gilbert at the IHR Scottish section. Theoéithe present
report is to deliver a detailed but comprehensive summaryhef processing.
Hopefully, this document contains an exhaustive description of the LMB®
programs so that it can be used as a reference manual @uedésnot done yet)

| - Introduction

Speech can be characterized on the basis of three tempordRoseg,(1992).
Fine structure cues are rapid fluctuations in amplitude (> 600 thig) provide
information about place of articulation. Periodicity cues atieeeiperiodic (50-500
Hz) or aperiodic (2-10 kHz) fluctuations that provide information abamiting,
manner, stress and intonation. Level fluctuation (i.e., teahgmvelope) cues refer to
the slow fluctuations (<50 Hz) that provide information about sound maamgkr
voicing. Of these, temporal envelope cues are most impddasgeech recognition,
with smaller contribution from periodicity and fine structuren{td et al. 2002).
The strategy, used in most of the cochlear implants, consisextracting the
temporal envelope of sounds at different frequency locations, itmgosing these
temporal envelopes to carrier signals. This is what a ‘vocaltexs (Dudley, 1939).
‘Vocoders’ have been used in simulations of cochlear implants forahdrearing
listeners in a number of studies (Dorman et al. 1997, Shannan¥%8B). Moreover,
‘vocoders’ can be used as a simple means to disentanglentperal envelope from
periodicity and fine structure information in speech.
The ‘vocoder’ we developed here at the IHR Scottish sectian ‘i®ise-vocoder’
because the carriers which the temporal envelopes are impoaeel white-noises.

Il - Processing, Theoretical Background

A general description of the processing is given as an exammetioee band
‘noise vocoder’ in Figure 1. The processing can be split into gteges: 1- Filtering,
2- Envelope extraction and 3- Recombination. Each of these wikbi®e described
below:

First, however, we want to stress that the filtering pgses used in Step 1 and
2 will determine the temporal and spectral fidelity to thdgioal sound
(time/frequency trade-off of the filters). ‘Noise-vocoden® asing some filtering and
thus can differ in these two respects. All the filteringcsmations have been chosen
S0 as to yield the best trade-off possible in an off-line imetfeation.
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Figure 1: Block Diagram of a 3 band ‘noise vocoder’

[I.1. — Filtering

II. 1. 1. — Why a filter-bank?.

As shown in Figure 1, the sentences are passed through a bétdrsf The
filtering stage is necessary to ensure a minimum of spedtails. Without this
minimal spectral detail (e.g., a single band ‘vocoder’)itfiermation transmitted by
the place of articulation is nullified (Shannon et al. 1995).

Shannon et al.’s 1995 found a minimum of three to four spectral baads ar
necessary to ensure near-perfect recognition of consonants, vomedsrgences. In
Dorman et al.’s 1997 study, the number of bands to ensure near-pectgnition is
dependent upon the difficulty of the speech material and vhsaaseen five and
eight.

Figure 2 shows how the gross spectral detail can be predsyviedreasing
the number of processing bands in the analysis filter-bank.
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Figure 2: Conservation of the spectral detail with the
number of frequency bands used in a ‘noise-vocoder’.

[I. 1. 2. Which frequency cutting?

Providing it takes into account the fact that a healthy cacptevides (on a
linear scale) a better resolution at low frequencies thep at High Frequencies
(HF), the choice of the frequency mapping is not critical forpessent application.
Though, as a choice is required, we used a Greenwood mapping (1&96patkner
et al. study (2000).

The purpose of the Greenwood frequency position function is to map a
position on the Basilar Membrane to a corresponding frequency. Rigisall
measurements of the Critical Bandwidths (CB) served as ia bassreenwood’s
experiment.

The development of the Greenwood’s function assumed that CBs foliow a
exponential function: CB = 8 * ) of distance x on the basilar membrane.

The resulting function is as follows:



F = A(1G™ - k); 1)

Here F is the frequency in Hz and x the position in mm. Thedigarameters
of the function for humans are as follows: A = 165.4; a = 0.06 an@.88(so as to
yield a lower frequency limit of 20Hz). This relation is regented by the red curve
in the on Figure 4.

The frequency cutting used here is arbitrary: for present purpesesuld
have used some other experimental measurements equally wele ahe two
psychoacoustical methods for the measurement of CBs.

A first approach consists in usingpand wideningexperiment. The idea is to
measure the pure-tone hearing-threshold with the bandwidth of a nidee.
thresholds increase with the bandwidth of the noise until a gpéahdwidth for
which no perceptual masking occurs anymore. Zwicker measured QBsthig
method and name them Barks. He proposed in 1980, an analytical sexprés
these latest. The blue curve in Figure 4 shows the relatiomebtbetween the center
frequency and the width of the CBs.

Glasberg and Moore (1990) usednatched noiseo measure the CBs of
auditory filters. The experiment consists in measuring puretieagng thresholds in
a notched noise centred on the frequency of the pure tone. The gdeotth the
lower the threshold is; until the threshold equals the threshold in @latberg and
Moore (1990) measured CBs with this method, which were transforimed
Equivalent Rectangular Bandwidth (ERBs). The relation betw#en center
frequencies and the ERBs is represented by the black cuRigure 4. We can see
that the Greenwood frequency cutting is similar to the ERB Kplaequency cutting.
This is not surprising knowing that the ERB equation is a modibicatif the one
originally suggested by Greenwood (1961).
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Il. 1. 3. Which filters?

A question to ask before filtering is which kind of filter desigruse. There
are two options: FIR [z-transform is the impulse response B(®]IIR [z transform
is the quotient of two polynomial B(z)/A(z)] filter designs. Tm®s and cons of each
are discussed below:

II. 1. 3. 1 - Finite Impulse Response (FIR): Pros and Cons

Linear-phase FIR filters are inherently stable [A(z)=1) &haracterized by a
frequency independent group delay [group delay in samples idtéeofder divided
by two]. This last property make them often used in the processsugeth because
an across-frequency time delay greater than 25-30 ms afpetch recognition
performances (Stone and Moore, 2003).

If used in a filter-bank, FIR filters of the same order (@miy in this case) can
yield perfect spectral reconstruction providing the filters sweer frequencies are
defined at the -6 dB point and collinear (correlation equals tiecaignals are used
for all frequency bands. This is so because signals are ia.phas

Moreover, providing the order is high enough, the filters slopestaep with
a reduced ripple in the pass-band.

But, on another hand, because the order of FIR filers are dgngrahter
(100 times) than for IIR filters, the use of FIR filteis computationally more
demanding.

The filter slopes of contiguous FIR filters are the samedoghly the same)
when plotted on a linear frequency axis for a given order. As disdugreviously
(section 11.1.2.) a linear frequency scale is not reprasgat of the frequency
resolution of the cochlea. As a first approximation a logarithfréquency is
preferred. The modification of the slopes of contiguous FiRr§lin a filter-bank to
render them similar on a logarithmic scale would inevitably reqiie change of the
order of each of the contiguous filters. As said earll@s, ¢an only be done at the
expense of an accurate spectral reconstruction.

An illustration of a filter-bank made of successive FliRefs having the same
order (2000) and crossover frequencies at the -6 dB point is givie upper panel
of Figure 4. We can see that the filter's slopes, when plotieal logarithmic axis, are
steeper with increasing filter center frequency.

II. 1. 3. 2. - Infinite Impulse Response (IIR): Pros amth<

[IR filters can be unstable if poles are outside the unitleciand are
characterized by a frequency-dependent group delay, which is thdimmigation for
the use of such filters in real-time speech processing.

When the processing is done off-line, this limitation can be covee by
filtering the signal forwards and backwards; the frequency-depénu®ase shift
induced by the first filtering is cancelled by the second timmersed filtering. One
should always keep in mind that the transfer function of the fdtapplied twice with
this kind of filtering. It stems that the — 3 dB point of thensfar function, which
defines in Matlab® the cut-off frequency, is applied twicethsat at this particular



frequency the signal will be attenuated by 6 dB. This diitiwes virtually perfect
spectral reconstruction (provided the carrier signals are cal)ifecause the signals
are now in phase.

On another hand, a filter-bank made of IIR filters all af same order is
characterized by slopes of equal steepness when plottesdgarahimic axis.

II. 1. 3. 3. - On IR filter design

Filter steepness was not an issue for this applicationth®rcontrary, we
wanted the filter slopes to be gentle so as to avoid excasarelomain fluctuations
(often referred to as time-aliasing) and ensure smooth k&@nation.

To achieve perfect or near-perfect spectral reconstrudgties preferable not
to have any ripple in the filter's pass-band. This constraioludes the elliptic and
Chebyshev type | IIR filter designs. Chebyshev type Il Bltare characterized by
lack of ripple in the pass-band; but these have non-monotonicditipes once the
minimal stop-band attenuation is reached. On the contrary, ®ottérfilter designs
sacrifice roll-off steepness for a frequency response thanaximally flat and
monotonic overall. As filter steepness is not an issue foagiptication, we think it is
preferable to use a Butterworth design.

The bottom panel of Figure 4 shows a filter-bank made "boler 1IR
Butterworth filters. It can be seen that the slopes aregoll steepness on a
logarithmic scale.
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Figure <: lllustration of the difference between FIR and IIR fil
Upper panel; 10 contiguous FIR filters (order = 2000)
Lower panel; 10 contiguous Butterworth IR filters (order = 6)

Il. 2. — Envelope extraction

As seen on Figure 1, the temporal envelope of each the fikpesth band is
extracted. Several different approaches are commonly used litettature: we will
discuss three of them:

(1) computing the power in a sliding time window

(2) apply the signal a non-linear rectification followed by a-fmgs filter

(3) using a Hilbert Transform followed a low-pass filter.

Il. 2. 1. — Root mean square (RMS) power in a sliding window.

We can extract the amplitude envelope by evaluating the powesafdr
sample in a time window of certain duration. This is equivaiembnvolution of the
signal with a temporal window, resulting in a (FIR) low-pakered signal. The cut-
off frequency of the filter is inversely proportional to the dioraof the window.

The left panel of Figure 5 shows in red the envelope of a likide
Sinusoidally Amplitude Modulated (SAM) at 4 Hz by computing the RMS grow
within a 32 ms rectangular sliding window. We can see on the pagiel of Figure 5
that this method of envelope extraction returns a distorted enveldpedid not
investigate the reasons of such distortions further, but noticedthtbatise of a
Hanning time window significantly diminished the presence of thedertions. This
suggests that the time window duration interacts with the peritiieatarrier, giving
rise to a ripple in the envelope.

Furthermore this method takes too computationally too demanding, which is
the reason why we discourage the reader to use it, and why we dipearat too
much time investigating the reasons of such distortions in tuikation spectrum.
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Figure 5:

Left Panel, in Black 1kHz tone SAM at 4 Hz, in red Eopeebf a 1kHz tone SAM at 4
Hz by computing the RMS power within a 32 ms rectangular slidimgomi.
II. Right Panel, Modulation spectrum of this envelope

I. 2. 2. 1 - Rectification

A half-wave rectification of a signal involves assigninggadue of zero to
negative parts of the signal. A full-wave rectification éattking the absolute value
of the signal.

Whether half-wave or full-wave, the rectification of grsil is a non-linear
process. As shown on the two leftmost panels of Figure 6ficatibn introduces
distortions that spread the energy of the signal across ¢aérsm.

It stems there is a loss of energy at the modulation frequbatyvould need
to be corrected if one wants to extract the exact amplitudelaes. This is shown
on the leftmost panels of figure 6 showing in red the temporal @me®lextracted
with the two aforementioned rectification type (upper panel-\Wwaife rectification,
lower panel: full-wave rectification). The black signal on tightmost panels of
figure 6 shows a 1kHz tone at SAM at 4 Hz.

. 2. 2. 2 — low-pass filtering

The role of the final filter is to ensure that no cues othan tevel fluctuation
(i.e. temporal envelope) could be used to understand the speéshcse

Results found by Drullman (1994) suggest that temporal fluctuations in
successivés-, ¥2- or 1-oct frequency bands can be limited to fluctuati@teeen O
and 32 Hz without substantial reduction of speech intelligibility fomadthearing
listeners. This value should be taken merely as approximataude®o one can
pretend to know the exact critical frequency below which informatiored¢ognize
speech is provided solely by temporal cues, as opposed to periatieisy It is
indeed likely that some overlap exists between these twaidsm

Shannon (1995) noticed an improvement in speech recognition of ‘noise-
vocoded’ sentences when altering the low-pass filter cut-affiéecy from 16 to 50
Hz but not when altering the low pass filter cutoff frequefmoyn 50 to 160 or from
50 to 500 Hz which like other findings (Faulkner et al. 2000) puts into guette
role of periodicity cues for speech recognition (not for other tadles dpeaker
identification or segregation tasks).



As for the filter-bank, the concerns about the filter designexwactly the
same, thus if one wants more information about the advantage®edilter design
over another, one should refer to section Il. 1. 3. of #psrt.

Because of the distortions resulting from the rectificatiorthef signal, the
skirt of the subsequent low-pass filter (controlled by its ordezlis¢o be relatively
steep to avoid contamination of the temporal envelope by the distgtoducts.
From a practical point of view though, it is difficult to getsttgelective (cut-off
frequency below 50 Hz) moderate- to high-order low-pass filtere ddh observe
some high-frequency fluctuations on the temporal envelopes shown oglitreast
panels of Figure 6. Those have been obtained applying a low-pas$-@UB / oct) to
the rectified signals.
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Figure € lllustration of the hatwave and fu-wave rectificatio

Upper Left Panel: Spectrum of a half-wave rectified 1 kHz tone 100Us@&@dal Amplitude

Modulated (SAM) at 4 Hz.

Bottom Left Panel: Spectrum of a full-wave rectified 1 kdfie t100% SAM at 4 Hz.

Upper Right Panel: in Black 1 kHz tone 100 % SAM at 4 Hz; in relkemsporal envelope obtained
by applying a -6dB /oct Low-Pass filter (cutoff 32 Hz) to the-walfe rectified signal.

Bottom Right Panel: in Black 1 kHz tone 100 % SAM at 4 Hz; in redeisporal envelope
obtained by applying a -6dB /oct Low-Pass filter (cutoff 32 Hif)¢dull-wave rectified signal.

II. 2. 3. — Hilbert Transform followed by low-pass filtegi

[l. 2. 3. 1 — Hilbert Transform



The Hilbert Transform (HT) of a real signal x(t) can be ripteted as a/2
radian shift on the trigonometric circle. An analytic sigmak( and imaginary part)
can thus be formed as follows: x(t) + jJ.HT[x(t)]. If one conssdarharmonic signal
x(t) = A(t).sin( t) the analytic signal has the form A(t)'eand A(t), the temporal
envelope, can be determined as being(t)“+HT[x(t)]9).

The Right Panel of Figure 7 shows the temporal envelope of 1dtéz1i00%
SAM modulated at 4 Hz: no loss of energy occurs. As seen oaftlmahel of Figure
7, the Hilbert envelope of a modulated sine wave has no distoitidinge modulation
domain.
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Figure 7:

Right Panel: In black, 1 kHz tone SAM at 4 Hz. In red, its tempemaklope
extracted by means of the Hilbert transform.
Left Panel: Modulation spectrum of the Hilbert envelope

. 2. 3. 2 — low-pass filtering

Theoretically, the Hilbert Transform's ability to recovietenvelope is only
valid for harmonic signals or sufficiently narrowband signals. lddége wider the
bandwidth of a signal, the less accurate (less selectitreeimodulation domain) the
temporal envelope is, as shown on Figure 8. It is as if the tditegfuency of a
hypothetic low-pass filter got larger as the bandwidth of theasigcreased. For that
reason, it is necessary to low-pass filter the Hilbevetope of the signal with a large
bandwidth to ensure that no cues other than temporal envelope could bt used
understand speech.

The constraint on filter steepness is the same as for thi®ysemethod (see
rectification methods Il. 2. 2. 2.). The only difference wiglstification methods is
that the raw Hilbert envelope is a slow varying signal tet be down-sampled
without any modification of the waveform. Down-sampling of the digiiaws the
design of a much steeper filter. This is especially conmenee FIR filter design. For
example, a FIR low-pass filter would require a length of appraeii;md0 000 points
which is not manageable for implementation, whereas only 100 pomutd vibe
required after down-sampling with a ratio of 100.
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Figure & Influence of the bandwith width of the signal on the ability to ee&ithe
temporal envelope using the Hilbert Transform

Il. 3 - Recombination
[I. 3. 1. Choice of the carrier signal

Cochlear implant strategies based on coding the envelope do not use
‘Gaussian white noises’ but rather biphasic pulses as cawofetBe modulation
information. This does not appear to be crucial. Indeed both ¢éhefwsnoise carrier
as well as a fixed rate pulse train coupled with a low-pdsgs fivhose cut-off
frequency is around 50 Hz prevents any periodicity or pitch infoomattd be
transmitted. As mentioned previously a study conducted by Faulknér @080)
showed additional pitch and periodicity information did not significamtiprove
speech recognition scores.

II. 3. 2. Bandwidth correction & post-filtering



The power of the amplitude-envelope depends upon the bandwidth of the
analysis filters. The wider the filter’'s bandwidth, thegkr the amplitude is. For a
white noise (whose spectrum is flat across frequencies) gralbpower in dB (Lo)
within a frequency band is related to the bandwidth (BW) andpgketrsim level in
dB of the noise (L) by the following formula:

Lo = L + 10log10(BW)

Assuming that within a frequency band the spectrum of speedéat,ist fis
more accurate to correct for the effect of the filter'adwaidth prior modulation by
the extracted amplitude envelopes. This can be done by scalingutier signals
waveforms (broadband Gaussian white noises) or the speech ampfitedigpes by
the square root of the respective filter's bandwidth. This allesvid reason in terms
of spectrum level rather than overall level and thus tcowenthe dependency upon
the filter's bandwidth. Then the speech-envelope modulated noise &@ndassed a
last time through the filter-bank and summed together

Figure 9 shows the benefit of correcting for the bandwidth whersource is
(for test purposes) a Gaussian white noise.
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Figure 9:

left Panel, spectrum of a Gaussian white noise

lower left panel, spectrum of a ‘noise-vocoded’ Gaussian white mathout bandwidth correction
upper left panel, spectrum of a ‘noise-vocoded’ Gaussian white nidfseamdwidth correction



